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Experience 
Capgemini-Vanguard (Client) | June 2025 - October 2025 | Malvern, PA 
(AWS) Software Engineer Intern - Financial Services
· Built an AWS-native AI support stack: Connect for telephony/queueing, Lex V2 for NLU, Lambda for orchestration and integrations, Bedrock for generative responses (with S3-hosted knowledge base + vector index), and CloudWatch for observability (metrics, logs, alarms). Designed escalation + retry paths and tuned flows to reduce queue congestion, achieving 24/7 coverage and 60–80% lower average wait time.
· Built enterprise RAG pipelines using Titan embeddings → vector search on prem → Claude Opus generation, with validation gates (grounding, relevance, contradiction checks) to improve accuracy and reduce hallucinations.
· Implemented monitoring + analytics (CloudWatch → S3/Glue → Athena → QuickSight) to track p95 latency, Lambda errors, Lex fallback rate, Connect queue depth, deflection outcomes, and product decision-making.
· Drove cross-functional delivery of a scalable AWS architecture by aligning product requirements with ML constraints and DevOps operational needs, ensuring high-concurrency workloads remained stable under peak demand.
· Authored architecture docs (component diagrams, sequence flows, SLIs/SLOs, cost/perf tradeoffs) and presented analysis to senior engineering leaders.
Proton Software Service - (IONIXAI) | November 2023 – June 2025 | West Chester, PA 
 Software Engineer Intern (Cloud & AI Systems)
· Built IonixAI’s production cloud platform on AWS end-to-end, owning network isolation (VPC segmentation, private subnets, routing, NACL/SG policy), identity security (least-privilege IAM roles/policies), and deployment infrastructure (EC2/ECS for runtime compute, S3 for versioned artifacts, Route 53 for DNS); expanded the platform with an EKS-backed CI/CD and testing environment to execute automated build pipelines, run Lambda test harnesses, and provide Kubernetes-driven autoscaling for high-concurrency inference workloads.
· Helped Engineer IonixAI’s LLM request optimization layer for GPT-OSS by implementing prompt compression (context trimming + template normalization + instruction packing), tool-routing policies (capability-based dispatch + deterministic fallbacks), and response caching (cache keys based on prompt fingerprint + tool outputs)
· Built Java (Spring MVC) + Python microservices for the IonixAI orchestration plane, implementing input/schema validation, business-rule enforcement, and workflow execution to support real-time inference (interactive agent calls) and batch inference pipelines (offline processing + scoring).
· Developed and maintained REST APIs that powered internal platform capabilities including agent execution, analytics ingestion, and model orchestration, enabling service-to-service integration across distributed components.
· Built Ionix Agent Studio a multi-tenant SaaS platform for designing and running tool-using AI agents, implementing workspace-scoped RBAC, agent/version entities, spec-driven execution (JSON schema output), and end-to-end run lifecycle tracking (pending to running to success/fail) with idempotency and auditability.
· Engineered a deterministic agent execution runtime that compiles structured Qwen action outputs into schema-validated Gmail/Calendar/HTTP tool invocations, enforcing strict token/tool budgets and wall-clock deadlines, with step-level telemetry and concurrent run state for reproducibility, debugging, and auditability.
· Gateway and reliability layer with tool allowlists and constraints that are specific to each workspace, high-risk approval gates, encrypted OAuth and token refresh, and redacted tool I/O. Also integrated output verification (JSON Schema/JSON Logic) and an LLM-driven repair engine for automatic recovery.
· Delivered a multi-tenant agent platform and chat builder (using Fast API, Postgres, Redis/Celery, and Chroma DB) with RBAC workspaces, versioned specs, idempotent runs, SSE event streaming, vector memory, and natural language to verified spec generation with preview/test-run.

Education 
· B.S. in Information Science & Technology - Temple University

Certifications 
Professional Development & Training: 
• 	Successfully passed the AWS Solutions Architect - Associate exam.
Badge: https://www.credly.com/badges/d4c6eed7-568f-4e2c-89c1-3b848e4bd1b9/public_url 
